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Abstract

Previous work on automatically detecting users’
error corrections in human-computer dialogues
has mainly focused on finding optimal utter-
ance features for classification. In this paper
we compare and evaluate different classifica-
tion schemes involving both single and multiple
classifiers. We discuss preliminary experiments
on error correction detection from partially ob-
served utterances and present results obtained
on travel-domain dialogues.

1 Introduction

In spite of recent advances in speech recogni-
tion and understanding technology, current au-
tomated dialogue systems are often unsatisfac-
tory from a user’s point of view. Natural lan-
guage interaction is frequently impaired by fail-
ures of the system to understand the user’s in-
put (usually caused by speech recognition er-
rors) and, moreover, by the lack of a principled
strategy for gracefully recovering from such fail-
ures.

Misrecognitions by the system typically en-
tail error correction attempts on the part of
the user. It has been shown (Swerts et al.,
2000) that such error correction utterances of-
ten exhibit significant acoustic variation, caused
e.g. by hyperarticulation. For this reason, error
correction utterances may be more difficult to
recognize since they deviate more strongly from
the recognizer’s training data. This may lead
to lengthy error correction subdialogues of the
type exemplified in Figure 1.

The problem is that the same recognition
strategy is typically used for both error cor-
rections and regular utterances. Significant im-
provements could be made if a specialized mod-
ule was used for the rapid detection of error cor-
rections. Other modules could then be adapted

based on the output of the error correction de-
tector. Adaptation might include, for instance,
the use of different acoustic models (e.g. for
hyperarticulation), changes to the overall dia-
logue strategy, or different lexical choices during
speech generation.

In this paper we describe the initial step to-
wards such an adaptive error recovery proce-
dure, viz. a module for the automatic detec-
tion of error corrections. Most of the previous
studies which have addressed this problem have
focussed on a specific dialogue system, and on
exploiting internally computed system features
(e.g. word confidence values, dialogue states) for
error correction detection. Our focus, by con-
trast, is on developing system-independent clas-
sification methods which only make use of the
acoustic signal itself, the “visible” system out-
put (i.e. word recognition hypotheses and syn-
thesized output strings), and generally available
external resources such as pronunciation dictio-
naries or word taggers. The central goal of our
work is to create a highly portable error detec-
tion module which can easily be applied to a
new dialogue system without requiring an ex-
tensive development effort.

Furthermore, work on automatic error detec-
tion has concentrated on extracting and evalu-
ating utterance features which aid classification.
In this study we extend this work and address
issues related to the classification procedure it-
self. In particular, we investigate classifier com-
bination schemes such as cascading and boost-
ing to improve performance. Finally, we look at
the problem of online error correction detection,
i.e. the possibility of making a classification de-
cision while the utterance is still in progress.

The rest of this paper is organized as follows:
in the following section we define the problem
of error corrections in greater detail and give an



overview of previous and related work. In Sec-
tion 3 we describe the corpus and the dialogue
system which were used for the present study.
Our error correction detection approach, as well
as baseline results, are presented in Section 4.
The baseline results are analyzed in Section 5; in
Section 6 two classifier combination techniques
are described and evaluated. Section 7 inves-
tigates the problem of online error correction

detection; conclusions are presented in Section
8.

2 Error corrections in human
computer dialogues

Figure 1 gives an example of an error correc-
tion subdialogue. We see that error corrections
can be expressed in various ways: the user may
explicitly contradict the system or may simply
repeat or rephrase his original utterance. For
the purpose of the present study we define an
error correction as any conscious attempt by the
user to change the system’s current interpreta-
tion of one of his previous utterances.

Error corrections have been studied both de-
scriptively and from the point of view of auto-
matic classification. Descriptive studies (Oviatt
et al., 1998; Hirasawa et al., 2000) of Wizard-
of-Oz human-computer interactions have shown
that error corrections differ from other utter-
ances with respect to their acoustic-prosodic
characteristics, in particular duration: error
corrections typically contain more words, and
both words and phones have a longer average
duration. In an analysis of data collected in a
real human-computer dialogue context, Swerts
et al. (Swerts et al., 2000) additionally found
that increases in F0 range and energy were cor-
related with error corrections.

An automatic error correction detector con-
sisting of a decision tree trained on acoustic-
prosodic features is described in (Levow, 1998).
It achieved an accuracy of 75% on the task of de-
tecting error corrections in command and con-
trol dialogues. Related studies have addressed
the problems of automatic dialogue act classi-
fication (Wright, 1998; Stolcke et al., 2000) as
well as the automatic prediction of misrecog-
nised utterances (Hirschberg et al., 1999; Lit-
man et al., 2000; Hirschberg et al., 2000). These
studies all follow a similar approach in that they
employ either decision trees or rule-based classi-

fiers trained on a wide range of features charac-
terizing the utterance. These include acoustic-
prosodic features as described above, system-
internal features such as word hypothesis con-
fidence values, speaker-related information etc.

S: let’s review your flight plans january
fourth from denver to tampa is that correct
U: no i'd like to leave denver and go to
istanbul on june fourth

H: no i'd like to leave denver and go to
houston full on june fourth

S: june fourth from denver to houston is
that correct

U: i’d like to go to istanbul

H: i’d like to go to bristol

S: june fourth from denver to bristol is that
correct

U: i’d like to go to istanbul

H: i’d like to go to houston seoul

S: june fourth from seoul to houston is that
correct

U: no i'd like to go from denver to istanbul
H: no i’d like to go from denver to bristol

S: june fourth from denver to bristol is that
correct

U: no i’d like to go to istanbul

H: no i’d like to go to senegal

S: june fourth from denver to bristol is that
correct

U: no istanbul

H: no a doubletree

S: what information would you like to
change

U: start over

H: start over

Figure 1: Example of an error correction sub-
dialogue. S: system, H: system’s hypothesis, U:
user

3 Corpus and Dialogue System

The experiments reported in this study are part
of ongoing work within the DARPA Commu-
nicator project, whose goal is the development



of advanced dialogue systems supporting multi-
modal and multi-party dialogues and mixed-
initiative interaction. For data collection we
used the Communicator-compliant dialogue sys-
tem provided by Colorado University (Ward
and Pellom, 1999), which consists of an audio
server, a speech recognizer, a NLP module, a di-
alogue manager, a database interface, a text-to-
speech synthesizer and a user preference mod-
ule. The speech recognizer output is processed
by the NLP parser, which fills in a set of se-
mantic slots. The dialogue manager then inte-
grates the parse output into the current con-
text and decides on the next step, which may
consist of request for clarification, conclusion
of the dialogue (summarization and termina-
tion), retrieval and presentation of data from
the database, or requesting required informa-
tion from the user. The dialogue domain is
travel information. The system is connected live
to an Internet travel database, which users can
query about flight, hotel or rental car informa-
tion.

Our data set consists of dialogues collected
both at Colorado University (CU) and at the
University of Washington (UW). The total
number of dialogues is 1054. The set of dia-
logues was randomized and split into a train-
ing set of 1000 dialogues and an independent
test set of 54 dialogues. The training set was
used for development experiments, using 10-
fold cross-validation. The average number of
utterances in the training/test set during cross-
validation is 13388 vs. 1487, respectively. The
number of utterances in the independent test
set is 789. The percentage of error corrections
in each cross-validation test set varies between
13% and 24%; the percentage in the indepen-
dent test set is 18.5%. The data was transcribed
orthographically and labelled for error correc-
tions by a trained linguist. The word error rate
of the speech recognizer on this task is 33.8%.

4 Features and Baseline Classifier

Our goal is to develop a classifier which as-
signs a positive or negative error correction la-
bel to each user utterance. Similar to previous
work on utterance classification we use decision
trees (in Quinlan’s C4.5 implementation (Quin-
lan, 1993)) trained on a set of features extracted
from the utterance. Our baseline classifier uses

Features

| Type

potential error location
type of previous
system utterance
has cue phrase
number of words
number of phones
lexical overlap
phonological overlap
F0 mean

F0 max

FO stdev

RMS mean

RMS max

RMS stdev

total duration

% of pause frames
avg. pause duration
initial pause duration
avg. word duration
avg. phone duration
% of voiced frames
speaking rate

contextual

lexical

acoustic-
prosodic

Table 1: Features used for error correction de-
tection.

three different types of features (cf. Table 1),
which represent dialogue context, lexical and
acoustic-prosodic information.

The contextual features indicate the type
of the previous system utterance (question
vs. statement) and whether the current user ut-
terance is a potential location for an error cor-
rection. The latter feature is positive when the
previous system utterance contains either an ex-
plicit request for confirmation (such as “Is that
correct?”) or a signal of misunderstanding. The
system may signal failures to understand the
user either directly (e.g. “I didn’t understand
you”) or indirectly, by literally repeating the
previous output.

Although different systems use different
prompts for signaling misunderstanding and
confirmation requests, these contextual features
can be rapidly computed from the ’visible’ out-
put of the system using simple string compari-
son techniques. Alternatively, since only a very
small number of prompts are typically used,
they can be specified in advance by the sys-



tem developer. However, our contextual fea-
tures do not require access to system-internal
logs of dialogue states or similar information
and can therefore readily be ported to new dia-
logue systems.

The set of lexical features includes two mea-
sures of similarity between the current and the
previous user utterance, viz. lexical overlap and
phonological overlap. Both of these are based
on the Levenshtein distance between the utter-
ance strings, either measured at the word level
or at the phone level. The phone-based distance
measure is useful for encoding acoustic simi-
larities between the utterances which are not
reflected at the lexical level (e.g. homophones)
and thus compensates to some extent for error-
ful word recognition output. The feature ’has
cue phrase’ indicates whether a cue phrase is
present in the current utterance. Cue phrases
are words or groups of words that are strongly
correlated with error corrections. Lists of cue
phrases are derived automatically based on a
statistical analysis of the training data. First,
user utterances are split into all possible sub-
sequences up to a pre-specified length. Each
word sequence s is then ranked by its probabil-
ity given that the utterance is an error correc-
tion, P(s|EC), minus its probability given other
utterance types, P(s|~EC). The n highest-
ranking word sequences are then selected as cue
phrases. Prior to classification, it is determined
for each user utterance whether any of these cue
phrases occurs in the utterance, using simple
string matching. If this is the case, the attribute
’has cue phrase’ is positive, else it is negative.
Inspection of the automatically selected phrase
lists showed that many negations and expres-
sions of rejection were selected, such as “no”,
“nope”, “I don’t”, “don’t want to”, etc. It was
also observed that automatic cue phrase selec-
tion may be dominated by individual users with
lengthy error correction subdialogues, or by the
recording location (e.g. the word “Denver” oc-
curred in our lists, due to the preponderance of
dialogues collected at Colorado University). To
avoid these effects, lists may be postprocessed
by filtering out certain named entities, in par-
ticular proper names. The set of lexical features
is complemented by the number of phones and
words in the utterance.

The remaining features are acoustic-prosodic

in nature and include minimum, maximum,
mean and standard deviation of FO and RMS,
the total utterance duration, the percentage
of pause frames and voiced frames (used for
FO computation), the duration of the initial
pause, the average durations of words, phones,
and pauses in the utterance, and speaking rate
(Morgan and Fosler-Lussier, 1998).

We trained a baseline classifier on these fea-
tures, which achieved an average error rate of
10.0% in the cross-validation experiments and
an error rate of 10.1% on the independent test
set. The expected error rates (obtained by al-
ways guessing the most frequent class), by con-
trast, were 18.1% on average on the develop-
ment set and 18.5% on the test set. The re-
sults obtained by the baseline classifier are sig-
nificantly better than the expected error rates.

5 Analysis

For the baseline experiments, no feature subset
selection was performed prior to classification.
Instead, the decision tree learning algorithm
acts itself as a feature selector: attributes which
are good predictors of error corrections will be
identified during training and will be utilized at
the higher levels in the tree, whereas other at-
tributes may be discarded and do not occur in
the final tree. An analysis of the trained deci-
sion trees therefore sheds light on the relative
importance of the different input features. In
order to better understand the performance of
the baseline classifier we inspected the trained
decision trees and simpler if-then rules derived
from these. We found that the dialogue context
features were the most important, followed by
lexical features, whereas prosodic features were
found at the lowest levels in the trees. Our anal-
ysis showed that a large number of test cases
could be classified reliably using very simple
rules. An example is given below, where the
rule classifies an utterance as an error correc-
tion if it contains a cue phrase, it is a potential
error correction location and the previous utter-
ance is a question.

if (prev. utterance type = question
has cue phrase = true
potential error correction location = true)

is error correction

A
A
then



Contextual and lexical features are strong pre-
dictors of error corrections, both individually
and in combination. Utterances lacking these
features are handled by lower-level subtrees
which test for more complex combinations of
acoustic-prosodic feature-values and lexical fea-
tures.

6 Multiple Classifiers

Since many utterances can be classified using
very simple rules it seemed promising to em-
ploy a more sophisticated classification scheme
which employs multiple classifiers focusing on
different regions in the input space. We investi-
gated two such approaches, multistage cascad-
ing and boosting.

6.1 Cascading

Multistage classifier cascading (Alpaydin and
Kaynak, 1998; Kaynak and Alpaydin, 2000)
uses a sequence of classifiers in which a sim-
ple, low-complexity classifier is applied first to
all test cases. Samples which cannot be clas-
sified reliably by the first classifier are handled
by a second, more expensive classifier. The cen-
tral idea is that the first classifier should be fast
and easy to train and should reliably account
for the majority of test cases. The second clas-
sifier is used only sparingly and can therefore
exploit a more costly (e.g. memory-based) clas-
sification procedure. The threshold for sample
rejection is determined by the confidence of the
first-level classification decision, which may be,
for instance, the posterior probability of the as-
signed class k given the input sample z, P(k|z).
The cascading algorithm given in (Alpaydin
and Kaynak, 1998) uses a linear discriminant
first-level classifier and a k-nearest neighbour
(KNN) classifier at the second level:
Cascading

1. Train a linear discriminant classifier on a
given training set.

2. Determine a confidence threshold 6, 0 <
0 <1.

3. For each sample in a separate validation set

(a) Classify the sample

(b) Check if the outcome is correct and
the confidence value of the decision is
larger than #. If this is not the case,

store the pattern in an exception table
Z.

4. For each sample in the test set

(a) Apply the first-level classifier

(b) Check if the confidence of the classifi-
cation falls below 6. If this is the case,
apply kNN, using the stored examples
in Z, to find the most likely class.

Naturally, this scheme can be generalized to
more than two classifiers and to a broader range
of classification algorithms. For our purpose we
use a decision tree as the first-level classifier and
kNN as the second classifier. The confidence
values for the classifications made by the deci-
sion tree are computed by the Laplace ratio

Cilo) = T2 0

as suggested in (Quinlan, 1996). Here, Ci(x) is
the confidence with which sample z is assigned
to class k, m is the total number of training
samples assigned to the the leaf in the decision
tree which is used to classify z, and ny is the
fraction of those training samples which belong
to class k. The kNN classifier uses a Kuclidean
distance measure. Given k nearest neighbours,
the final output class is determined by majority
voting. If k is even and majority voting leads to
a tie, the distance values themselves are taken
into consideration and the class incurring the
smallest average distance is chosen. In order to
optimize the parameters § and k& we again used
cross-validation, with 80% of the training data
being used for training, 10% for validation and
10% for testing. The optimal values for # and
k were found to be 0.7 and 3, respectively. In
order to compute the exception table for clas-
sification on the independent test set, 80% of
the training data was used for training the first-
level classifier, and 20% was used for validation.
When applied to the independent test set, the
error rate was reduced to 9.7%. The percentage
of cases classified by the decision tree and kNN,
respectively, was 94% vs. 6%.

6.2 Boosting

Another way of combining different classifiers is
boosting (Schapire, 1990; Drucker et al., 1994).
During boosting multiple classifiers are trained



sequentially; the training set for each classi-
fier is determined by the errors of the the pre-
vious classifier in that previously misclassified
samples are given more weight. Unlike cas-
cading, however, boosting then combines all
trained classifiers in parallel, using a weighted
sum of their output scores. The particular algo-
rithm we use is AdaBoost (Freund and Schapire,
1996):

AdaBoost
given: Training set with N samples {(z;,d;)}Y,

Distribution D over training samples
Classifier

1. For all 4, set D1(i) = 1/N
2. For t =1,2,...T iterations

(a) Train classifier on distribution Dy(%)

(b) Apply the classifier to the training
samples and obtain a class assignment
F:XoY

(c) Compute the training error
€t = iy (x;)£d; Pt(%)

(d) Set By = 4

(e) Update Dy(7) such that

B D;(z') x{

Dt—}—l(z) — t ,6 1 t(x)

1 otherwise

Z; is a normalization constant such
that Dyy1 is a valid probability distri-
bution.

3. Combine all trained classifiers by

>

t:Fy(x)=d

1
log—
t

Pp(x) = argmazgep

The different weighting of training samples in
each iteration can either be implemented as ac-
tual weights applied to individual samples, or
a new training set can be generated by resam-
pling according to D. For our experiments we
used boosting by resampling. In order to opti-
mize the number of boosting iterations we chose
the same 80%/20% split of the training data
which was used for cascading. The optimal
number of boosting iterations (after which per-
formance improvements are virtually zero) was
determined to be 40. Boosting applied to the in-
dependent test set yielded an error rate of 7.9%.

6.3 Comparison

While boosting leads to an appreciable reduc-
tion of the classification error rate (significant
at the 0.1 level using a difference of propor-
tions significance test), cascading only yields a
very small improvement. This finding departs
from earlier experimental results obtained on
a smaller data set, where cascading performed
better than boosting. The performance im-
provements to be gained from these different
multiple classifier schemes therefore seem to de-
pend primarily on on the availability of suffi-
cient training data. Since boosting makes use of
several fully trained classifiers, additional train-
ing data will have a beneficial effect. Cascading,
on the other hand, does not increase the number
of parameters to be trained but instead relies on
a comparison with previously stored examples.
The performance of the cascading algorithm de-
pends on the size of the exception table and
on the nature of the examples stored. When
more training material is available for training
the baseline classifier, fewer samples may be fil-
tered out by the confidence threshold criterion
and the resulting exception table may be less
suitable for the second-level classifier. Further
experiments will be performed in the future to
further compare these two methods. It should
be noted that cascading is to be preferred from
the computational point of view: less compu-
tational effort is required for cascaded classi-
fiers than for parallel classifier, both during the
training and the testing phase. This may be
of relevance in actual applications of dialogue
systems.

7 Online Error Correction Detection

We finally turn to the question of how early
in an utterance it is possible to decide reliably
whether it is an error correction or not. This in
an important question because it relates to the
possibility of dynamically and rapidly adapt-
ing to the current situation while the error cor-
rection utterance is still in progress. From a
pattern classification point of view, this sce-
nario raises the problem of potential missing
feature values. Whereas values for the continu-
ous acoustic-prosodic features can be estimated
from even a few frames, the question whether
the utterance contains any cue phrase, for in-
stance, can in principle not be answered reliably



until the end of the utterance. When encoding
such partial test samples, these features may ei-
ther receive a negative value or the value may
be treated as missing. We simulated online er-
ror correction detection by re-computing all fea-
tures in Table 1 after every new word hypothesis
in the time-aligned word recognition output and
applying the classifier to every new feature vec-
tor. For this experiment we used the baseline
decision-tree classifier trained on features com-
puted over complete utterances. Figure 2 plots
the percentage of correctly classified utterances
against the percentage of words processed. It
is noticeable that correct classification can be
in approximately 90% of the cases after only
50% of the words in the utterance have been
processed. The reason for this can be seen in
the fact that users typically place information
which is correlated with error corrections near
the beginning of the utterance (esp. negatives
like “No”, “Correction”) - in other utterance
types, important information is often placed at
the end (“I’d like to go to Denver”).

In a second experiment we replaced the bi-
nary values for the ’cue phrase’ feature with
missing values in cases where no error correc-
tion had been detected but the utterance was
not yet complete. C4.5 handles missing values
by arithmetically combining the classifications
resulting from all possible instantiations of the
missing feature, weighted by the probability of
these instantiations as determined from the set
of training samples with known values for that
attribute. We found that missing feature values
did not result in any significant changes to the
classification accuracy compared to using fully
specified (but possibly unreliable) feature val-
ues.

8 Summary and Conclusions

In this paper we have presented various classi-
fication schemes for the automatic detection of
error corrections in human-computer dialogues.
We first described a baseline decision tree clas-
sifier trained on a set of heterogeneous utter-
ance features, including contextual, lexical and
acoustic-prosodic characteristics. The baseline
classifier achieved an error rate of 10.0% on a
training/development set and an error rate of
10.1% on an independent test set. Both of these
results constitute a statistically significant im-

80 -

60 -

40

% correct classifications

20 -

0 20 40 60 80 100
% words processed

Figure 2: Online error correction detection:
percentage of words processed vs. percentage of
correct classifications

provement over the expected error rates. We
furthermore investigated two classifier combi-
nation schemes, cascading and boosting. Cas-
cading uses a sequence of classifiers, where the
first-level classifier handles the majority of test
cases and the second-level classifier is applied
to low-confidence outliers. Boosting, by con-
trast, applies several classifiers in parallel. We
observed an appreciable reduction in error rate
for boosting (from 10.1% to 7.9%) but only a
small reduction for cascading (from 10.1% to
9.7%).

Finally, we reported preliminary results on
online error correction detection, using both
test samples with missing values and test sam-
ples with fully specified (but possibly unreli-
able) values. Generally, the results are promis-
ing for future work on within-dialogue adapta-
tion: utterances can often be classified reliably
after only 50% of the words in the utterance
have been seen.

The current study has mainly focused on
comparing different classification schemes and
is part of a larger effort devoted to the develop-
ment of highly portable error correction detec-
tors. The results obtained here could of course
be improved further by adding system-specific
features such as word hypothesis confidence val-
ues. Another issue worth pursuing in the future
is user-specific error correction modeling. Dif-
ferent users often differ markedly in their error
correction activities whereas individual users
typically adhere to a fairly consistent pattern.
Rather than applying an across-the-board de-
tection strategy, different error correction detec-
tors could be applied to different users. In many



cases it will not be possible to collect a sufficient
amount of data from a single user to build a
truly speaker-dependent error correction detec-
tor. However, error correction detection may
be conditioned on the prior classification of the
user, taking into account fairly general lexical
and contextual dialogue patterns. Technically
experienced users, for instance, tend to inter-
act more naturally with the system and produce
lengthy utterances. Novices, by contrast, often
provide the system with only the bare minimum
of information and seem to consciously try to
limit their utterances to single words (“yes/no”)
or short phrases.

In the future we intend to integrate auto-
matic error correction detection with the acous-
tic modeling component in the speech recog-
nizer and with the speech generation compo-
nent. Based on the error correction classi-
fication decision, the user utterance may be
rescored using specialized acoustic models for
hyperarticulation. Moreover, systems prompts
will be changed dynamically, in order to enable
the system to respond more quickly to the user’s
error correction efforts.
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