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Abstract

Sentence boundary detection is an important
task that augments automatic speech recogni-
tion word output with syntactic structure to al-
low for ease in reading and facilitate natural
language processing tasks. This paper’s ap-
proach recovers setence boundaries based on a
combination of prosodic and word-based fea-
tures. Sentence boundaries are modeled as hid-
den events, predicted by language models sup-
plemented by prosodic likelihoods computed
from a decision tree. A typical language model
is utilized and a part of speech class based
model is integrated as well. The methods are
then tested on the Broadacst News corpus.

1 Introduction

While most automatic speech recognition (ASR) systems
output a string of words, many natural language process-
ing tasks require a sentence structure. This stucture is
hidden in normal ASR output, but it is important for fur-
ther analysis such as topic detection, summarization, and
more. The effectiveness of other tasks can depend on
first attaining an accurate segmentation of speech into
sentences. The quality of a language model was shown
to improve when based on sentence segmentation, rather
than acoustic segmentation, in (Meteer and lyer, 1996).

While a text based approach for these types of tasks
is common and productive (J. Yamron et al., 1998),
prosodic features can also provide strong predictive
features. Prosodic features include information about
speaker pitch (FQ), speaker timing and tempo (duration),
and pauses. In typical text based analysis these features
are not accounted for. Incorporating these features in the
model has been shown to increase detection when com-
bined with lexical features, and perform comparably by
themselves (Shriberg et al., 2000). This paper expands
on that work by training a part of speech language model,
and integrating it into the detection approach.

2 Approach

Features from two different sources are extracted for use.
Word based features are computed with language model-
ing, while prosodic features are evaluated with decision
trees.

2.1 LanguageModeling

The intention of the language modeling is to encode in-
formation about sentence boundaries. Language mod-
els are trained in a standard way, but with a special to-
ken included at sentence boundaries. The approach is
to model the boundaries as hidden events in a hidden
Markov model (HMM). The states of the HMM consist
of whether or not the current word is a boundary, plus
preceding preceding words (or boundary tokens) up to
the length of the N-gram, where N = 4 in these ex-
periments. The transition probabilties of the HMM are
N-gram probabilitites estimated from training, where the
HMM is trained in a supervised fashion (on hand labeled
data), with Kneser-Ney backoff (Kneser and Ney, 1995).
The boundary classification is denoted here by
B = B,...,Bk and the words by W = W, ..., W,
where the hidden varible is B;. Evaluation of sentences is
based on the number of boundaries marked correctly, so
the forward-backward algorithm maximizes the posterior
probability at each boundary B; (L. Baum et al., 1970;
Dermatas and Kokkinakis, 1995).
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In addition, to attempt to provide another source of in-
formation, a part of speech class language model is built.
The training data set is tagged with a maximum entropy
part of speech tagger (Ratnaparkhi, 1996). A simple map-
ping of words to classes (only one class per word) is used
to reduce the search space of detection.

Finally, the two language models can be combined
with a language model mixture or by interpolation. The
language model mixture is a linear combination, where
each token w is a word or a boundary token (boundaries
occur only in the training set), and ¢; is a class:
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Alternatively, the models may be combined in a log
linear fashion (multiplicative), as represented below in
equation (3).
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2.2 Prosodic Features

Prosodic features for each inter-word boundary are re-
lated to the word before and after a boundary. While ad-
ditional features from larger regions could be used, the
smaller span is used to allow for simplicity and computa-
tional feasability.

Prosodic features extracted were pause durations,
phone durations, and FO. The pause features are at inter-
word boundaries, while duration and FO are extracted
from the two adjacent words. Most features focus on the
word previous to a possible boundary because previous
work found these words to carry more prosodic informa-
tion (Shriberg et al., 1997). Also included are pitch fea-
tures reflecting the difference across the boundary. Am-
plitude or energy-based features are not employed be-
cause previous work has shown that they are largely re-
dundant, and less reliable due to large channel variability
in the corpus. Features are the same set as in (Shriberg et
al., 2000).

Classification with prosodic features is accomplished
using CART-style decision trees (L. Breiman et al., 1984)
implemented with the IND package. IND handles miss-
ing features, which is helpful for FO features that are
sometimes undefined. In the case of missing features,
a test sample is sent down each branch with the propor-
tion that samples in the training set at that node were split,
then the two results are averaged. The tree predicts a class
trained on prosodic features F; at a possible boundary B;.
The tree prediction is also weakly conditioned on words,
because the phone alignment is based on the word mod-
els. The probability is then:

In order to facilitate learning of sentences boundaries,
which occur at about 1/10 the rate of non-boundaries,
the data was downsampled so that there were the same
number of decision tree training points per class. The

decision tree size was determined using error-based cost-
complexity pruning with 4-fold cross validation. Cost-
complexity measures the resubstitution error of a tree,
further penalized by the size of the tree. To reduce the
initial candidate feature set to a smaller, optimal set, an
iterative feature selection algorithm that involved running
multiple decision trees was used (Shriberg et al., 2000).
The algorithm combines elements of brute-force search
(in a leave-one-out paradigm) with previously determined
heuristics for narrowing the search space. Entropy reduc-
tion of the overall tree after cross-validation was used as
a criterion for selecting the best subtree.

2.3 Model combination

Prosodic and lexical features provide different sources of
information, so the combination should yeild increased
accuracy. To combine the models, independance is as-
sumed (although some gain might be had from capturing
their statistical interaction, past work has shown this sim-
pler approach is competitive in practice).

To combine the two feature types, the HMM model
from the lexical detection can be extended to utilize word
and prosodic features. The new model (which is not ex-
actly an HMM) is a joint distribuition P(W, F, B) of
words W, prosodic features F', and boundaries B. In
this framework prosodic features are included by making
the assumption that each prosodic observation Fj is con-
ditionally independant of all others, given the boundary
types B; and words W. So that a complete path through
the model is the total probability:

P(W,F,B) = P(W,B) [[ P(F; | B, W) (5)

After making these assumptions, the prosodic likli-
hhood P(F; | B;,W) needs to be computed. Using
Bayes’ rule and the posteriors available from the decision
tree Ppr(B; | F;, W), the likihood is obtained:

P(F; | W)Ppr(B; | F;, W)

P(F; | Bi,W) = P(B; | W)

(6)

Further simplification is possible given that P(F; | W)
terms are constant for all terms, so they can be ignored.
Further, P(B; | W) = P(B;) because the features are
weakly conditioned on the words (only in the sense of
time alignment). Finally, because the tree was downsam-
pled to have unifrom priors, the P(B;) term is equal to %
for both boundary types, so it can be ignored. Lastly, the
prosodic model is given a weight term M CW , so that its
effect on the lexical model can be adjusted and empircally
optimized, with Ppr(B; | F;, W)MCW,

Finally, sentence boundaries probabilities can maxi-
mized using the forward-backward algorithm, which op-



timizes for this paper’s error metrics (as mentioned for
the lexical case).
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3 Resultsand Discussion

The training set consisted of 93 broadcasts with about
700K words, while testing was performed on a heldout
set of 5 broadcasts, about 25K words. An analysis of
prosodic features used, followed by an assesment of N-
gram length, gives an understanding of how the features
contribute.

The prosodic feature usage is given in Table 1 be-
low. Pause feaures provide the strongest cues to sentence
boundaries, while FO and duration are also helpful.

Prosodic Frequency
Feature Used in Tree
Pause duration 66%
Phone duration 24%

FO boundary change 10%

Table 1: Prosodic feature use

Detection results with prosodic features are shown in
Table 2 for the downsampled data, with chance at 50%.
Accuracy is much greater than chance, and good reduc-
tions in perplexity are obtained.

Detection | Perplexity by class
Accuracy | Sentence | No Sent.
[8961% | 2~ 14 | 2~ 137 |

Table 2: Prosodic feature use

Language modeling features are compared by evaluat-
ing different length N-grams. Chance for this detection is
93.8%, when all boundaries are left as non-sentence. Ta-
ble 3 below shows the 4-gram outperforms the tri-gram
in detection, and exhibits a greater reduction in perplex-
ity (language complexity).

Detection Perplexity by class
N-gram | Accuracy | Sentence | No Sent.
4-gram | 95.85% | 16.1~ 3.18 | 1.07~ 1.05
3-gram 95.79% | 16.1~3.38 | 1.07~ 1.04

Table 3: Language Model Results

Results on the part of speech language model in Ta-
ble 4 below show that there was little gain on chance by

using the class language model as compared to its typi-
cal 4-gram. While accuracy is better than chance for the
downsampled data set which has an even distribution over
boundary types, the perplexity increases significantly.

Accuracy on Dist. Perplexity by class
Actual [ Even Sentence | No Sent.

[90.8% | 54.9% | 16.1~ 81 | 1.07~ 116 |

Table 4: Language Model Results

The better than chance performance by the part of
speech model on an evenly distributed test set shows that
some sentence structure information is encoded in the
class language model. Although detection is only some-
what better than chance, an attempt to incorporate it with
the main model is reasonable to assess whether the class
system will provide a separate source of knowledge. Un-
fortunately neither of the combination methods discussed
earlier (a linear combination mixture model, or a log-
linear interpolation) produced an accuracy greater than
the standard 4-gram by its self.

Finally, results for model combination are given in
Table 5 below. The baseline for this experiment is the
95.85% accuracy and 3.18 sentence class perplexity ob-
tained with the 4-gram language model on its own.

Detection Perplexity by class
MCW weight | Accuracy Sentence | No Sent.
0.5 96.34% | 16.1~ 2.31 | 1.07~» 1.04
0.6 96.38% | 16.1~» 2.21 | 1.07~» 1.05
0.7 96.38% | 16.1~ 2.13 | 1.07~ 1.05
0.8 96.39% | 16.1~» 2.06 | 1.07~» 1.05
0.9 96.28% | 16.1~ 2.00 | 1.07~» 1.06
1.0 96.20% | 16.1~1.95 | 1.07~» 1.06
1.1 96.13% | 16.1~ 1.91 | 1.07~» 1.07
1.2 96.05% | 16.1~»1.89 | 1.07~» 1.07
1.3 95.96% | 16.1~1.86 | 1.07~» 1.08
14 95.83% | 16.1~»1.85 | 1.07~» 1.08

Table 5: Mixture Model Results

Results show a significant gain in detection accuracy,
as well as perplexity reduction. The optimal mixture
wieght for accuracy is 0.8, but increasing the weight
further produces additional perplexity reduction at sen-
tence boundaries. At the same time though, non-sentence
boundary perplexity increases, so this causes overall ac-
curacy to fall because the non-boundary cases are more
frequent by roughly a factor of ten (so even the small
rise in non-boundary perplexity overwhlems the consis-
tent downward trend in the sentence class perplexity). In-
creasing wieghts for the prosodic model begins to bias



the classification towards the uniform priors condition
that the prosodic features are trained on, so there is over-
detection of boundaries.

4 Conclusion

Both prosodic and lexical features are to shown to have
stong predicting capabilities for sentence boundary detec-
tion. Each feature set provides reductions in perplexity,
and the sets provide complimentary information sources
because model combination provides further gains. Al-
though a part of speech class language model shows some
signs of ability to predict boundaries, perplexity is very
high and hurts the other models when combined. A more
sophisticated approach to building the part of speech lan-
guage model may helpful. Using a factored language
model such as in (K. Kirchhoff et al., 2003) could be a
helpful approach to integrating the part of speech infor-
mation with the typical word N-gram. Additional further
work could integrate word confidence with the language
model so that words from automatic speech recognition
will be considered according to the confidence of the rec-
ognizer when the word is output.
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